Code Composer Studio 4.4.2 from Texas Instruments is a new version of their processor development environment based on Eclipse. It contains new support for the Stellaris (originally Luminary Micros)  ARM Cortex M3 devices and so the goal was to port the uTaskerV1.4 project to be able to operate in this environment.
Originally the in-build new project wizard was used to generate an example project for a typical Stellaris part (LM3S8962 chosen). The wizard configured the correct linker script file and library containing start-up code – the user needed then to add a main() routine so that the project could fully link. The output file (*.out) could then be executed after configuring a target for operation with the Cortex-M3 device simulator.

First tests in the simulator enabled the construction of the simple project to be analysed and the following points were noted:

1) It was possible to run the simulator and stop at main(). It didn’t seem possible to stop the simulator at the reset entry point.

2) The project wizard used the linker script file lm3s8962.cmd. The size of FLASH and RAM, as well as location of the stack and its size are defined there.
3) The configuration linked the library file “rtsv7M3_T_le_eabi.lib”. From the map file content it was visible that this contains some start-up code which is being used to perform various initialisations. No source to the library functions was found in the environment.

4) Looking at the FLASH memory it didn’t look as though this code could be used real FLASH operation since it didn’t have a vector table at the address 0x00000000. Instead the library routine memcpy() was located at address 0x00000000. The simulator could however start, presumable the simulator was setting the PC to the entry address, which is defined follows according to the map file: “ENTRY POINT SYMBOL: "_c_int00"  address: 00000209”
The first decision to be taken was whether the library code should be used in the project or not. It was obvious that this code was performing variable initialisation based on some const tables in memory and so it was decided that it would generally be safe to allow it to be used for this function  - to ensure compatibility in more complex configurations. Also the initialisation code was setting up the initial stack pointer, but this could be obviously controlled via the linker script.

It was further noted that the linker script file was defining the location of some code and variables:

--retain=g_pfnVectors – this is presumably forcing the interrupt vectors to be linked, whereby the table looks to have the name g_pfnVectors.
.intvecs:   > 0x00000000 – presumably the interrupt vectors are located in this memory section , so forcing them to the address 0x00000000. 
.vtable :   > 0x20000000 – this is presumably placing an interrupt vector table section at the start of SRAM.
__STACK_TOP = __stack + 256; The stack is set to be a 256 byte area at the end of the variables.
A) The compiler syntax proved to be the same a GCC and so the following addition to the code a positioned two long words in FLASH at the address 0x00000000.
const unsigned long __attribute__((section(".intvecs"))) g_pfnVectors[2] = { 0x12345678, 0xabcdef00 };

The simulator still allowed this to run, proving that it is not actually simulating the reset vector – instead it must be simply setting the initial PC to the address declared as the entry point.

Since the Texas Instruments library start-up code (entry point _C_int00()) is to be retained to initialise the variable the actual reset vector table looks like:

const RESET_VECTOR __attribute__((section(".vectors"))) reset_vect= {
    (void *)(START_OF_SRAM + SIZE_OF_RAM - 8), // stack pointer to top of RAM (leaving space for non-initialised random number)

    (void (*)(void))START_CODE
};

Where START_CODE is defined as _c_int00()
B) It was found that it was necessary to modify the following inline assembler routines due to the fact that the Texas Instruments compiler expects that assembler instructions are proceeded by white space (space, TAB etc.). The change is still compatible with the GCC inline assembly.
        asm(" cpsid   i");
        asm(" cpsie   i");
        asm(" wfi");
C) Although the stack pointer is automatically initialised at reset from the first long word in the reset vector table, the TI start-up code immediately changes this value as follows:
_c_int00:
LDR R0, c_stack
MOV R13, R0
LDR R0, c_STACK_SIZE
ADD R13, R0
MOV R7, R13
MOV R0, #0x7
BIC R7, R0
MOV R13, R7
LDR R0, c_mf_sp
MOV R7, R13
STR R7, [R0]
This means that the value of c_stack + c_STACK_SIZE is being set to the SP (also masked to a long word address). This is not actually required but must be controlled so that it at least gives the same value as the one desired – the top of SRAM.

It was found that the value c_stack is equal to the end of the variables as long as a stack size is defined. The size defined is a linker parameter [--stack_size=0] which can be set in the project configuration. If the length is set to zero the location is at the start of the SRAM rather than at the end of variables.

The solution used was to set the length to zero and add a second SRAM area exclusively for the stack. This then caused the  TI start-up code set the same desired value and add a zero offset to it (since size if zero).

In the linker script the following was used:
MEMORY

{

    FLASH (RX) : origin = 0x00000000, length = 0x00040000

    SRAM (RWX) : origin = 0x20000000, length = 0x0000fff8

    SRAM2 (RWX) : origin = 0x2000fff8,length = 0x00000008
}

SECTIONS

{

    .vectors:   > 0x00000000

    .text   :   > FLASH

    .const  :   > FLASH

    .cinit  :   > FLASH

    .pinit  :   > FLASH

    .sysmem :   > SRAM

    .data   :   > SRAM

    .bss    :   > SRAM

    .stack  :   > SRAM2
}

D) The next problem was to ensure that the vector table was at the start of SRAM. This area has a length dependent on the actual interrupts supported by the processor in question. In addition, when the processor supports uDMA the uDMA requires also space at the start of the SRAM. Generally the uDMA shares the vector ram space.
Since the area size is processor dependent it is a good idea for the C-code to control this by itself rather than have to change the linker script file specifically. The solution chosen was therefore to add an SRAM section into which the C-code defines areas of memory to be placed there.

SECTIONS

{

    .vectors:   > 0x00000000

    .text   :   > FLASH

    .const  :   > FLASH

    .cinit  :   > FLASH

    .pinit  :   > FLASH

    .vect_tab:  > 0x20000000, type=NOINIT
    .sysmem :   > SRAM

    .data   :   > SRAM

    .bss    :   > SRAM

    .stack  :   > SRAM2

}
In LM3SXXXX.c

static unsigned char __attribute__((section(".vect_tab"))) vectorTable[(sizeof(VECTOR_TABLE)) + RESERVE_DMA_MEMORY]; // reserve space at the start SRAM for the vector table and optionally for uDMA work space
E) The final requirement for the RAM area was that the last address of used variables was required to be known. From the above memory layout it is seen that the vector table starts at the beginning of internal SRAM. bss area (variables initialised with zero) and data area (variables initialised with values in FLASH – cinit) follow. We also know that the stack is located at the top of the internal SRAM so that the stack can use any non-used memory.
If heap is used from the library it is assumed to be in either the bss or data areas and so no additional settings are required (the uTasker project doesn’t use library heap by default but this doesn’t stop other application code from doing so).
sysmen was not required but it was left in the linker script because it was understood that the library HEAP would use this area.
No method was found to be able to get the linker to position a variable after the last used RAM location. In the meantime the initialisation table which is generated by the linker was used to extract the information at run time. Since the exact method of operation was not identified this is very provisional method that may fail as soon as a project with more complex memory structure is used but it at least allows the first test project to work until the correct method is discovered.

This involves the following code in LM3SXXXX.c:

    extern unsigned long __TI_CINIT_Base;
    unsigned long *ptrHelp;
    unsigned char *pucHeapStart;

    ptrHelp = &__TI_CINIT_Base;
    ptrHelp += 3;
    pucHeapStart = (unsigned char *)*ptrHelp;   // the start of .bss
    ptrHelp--;
    ptrHelp = (unsigned long *)*ptrHelp;        // information about the bss section
    ptrHelp++;
    pucHeapStart += *ptrHelp;                   // the next free RAM location
At this point it was possible to connect with the simulator as target and step though all initialisation code to verify that all memory was at the expected locations and that all relevant initialisations were performed correctly.

Using the project with CCStudio

The uTasker project can be located and where on the PC. It contains the CC Studio project files at its highest directory location and the project can be imported to the CCStudio workspace by starting CC Studio and executing the command “Project | Import existing CCS/CCE Eclipse Project”. The utasker project directory is selected and the import is started – the files don’t have to be copied to the new workspace.

The project is then build with “Ctrl + b” – it will generate a new make file based on the project’s content and then perform the build, resulting in a new file “\test\Applications\uTaskerV1.4\CCSTUDIO_LM3SXXXX\debug\uTaskerV1.4.out” in the workspace.
When the debug command is executed (click on the bug symbol) the simulator will start and allow the project to run. The code will in fact get stuck in a loop waiting for the PLL to lock, but the user can modify the program counter so that the code gets past this point and then it will run. The environment doesn’t simulate interrupts and so the code will in fact only spin in the uTasker scheduler, but this enables all memory to be verified and the complete start-up process to be analysed.

Open Issues:

1) CC Studio 4 doesn’t allow complete directories to be excluded. This means that all file sin sub-directories that don’t need to be built need to be excluded manually. For this reason the first test version includes only the uTaskerV1.4 project and not the boot loaders, since these can cause build problems whenever their contents change. It is understood that the next CC Studio version will be built on an improved Eclipse version that allows directory excludes.
For the same reason all other compiler targets have also been removed – they are usually in the directory “\Applications\uTaskerV1.4”

2) When the project is built a directory called “debug” is generated by the environment in to which various project information is created. The linker script file and output files however are located in the directory “\test\Applications\uTaskerV1.4\CCSTUDIO_LM3SXXXX\settings” in the workspace. It is desired that all CC Studio files (whether control files or generated filed) are located in the CCSTUDIO sub-directory. The method to control the location of this directory is to be investigated.

3) The linker script file is “\Applications\uTaskerV1.4\CCSTUDIO_LM3SXXXX\settings\LM3Sxxxx.cmd”. This is located in the CCSTUDIO project directory since it belongs to this compiler project. It is not clear how the CC STUDIO actually locates this file and there is a risk that, if there are more than one .cmd file found in the environment, the one actually taken could be random. The method to select the fiel and ensure that the correct one is being used is open. The cmd file was configured for the LM3S8962 and also the target was selected to match this in the CC Studio target configuration. Other devices can be used by changing the device in config.h, changing the target device in CCStudio and adapting the .cmd file (linker script) when necessary.
4) A single target called Debug has been tested. Target configurations for loading and running from RAM, FLASH and with boot-loader are open.

5) Solve the upper RAM variable location issue.

6) Boot loader projects target configurations need to be added. This may prove difficult before directory excluded are possible.
